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Abstract

Data representation enables dramatic improvements to CRM analytic models through the infusion of domain knowledge. In this paper, we address three types of data: numeric, categorical and text, and discuss a variety of representations for each type. These representations typically capture expert domain knowledge as mathematical relationships between features.

It is important to match representations to the modeling algorithm in use, and we provide an overview of the types of representations appropriate for common modeling algorithms. Techniques for selecting among competing representations are addressed. Finally, we present results showing a near-50% reduction in false positives for a customer retention campaign, through the sophisticated use of data representation.

1. Introduction

To increase the value of a data warehouse, we often use one or more statistical modeling algorithms to generate predictions about customer behavior. Algorithms vary from simple linear models to decision trees, neural networks and beyond. These algorithms build a model of the relationship between various features in the data warehouse and the customer behaviors being modeled. The features are often called independent variables, and the model outputs dependent variables.

In this paper, we will use churn modeling in the wireless industry as an example CRM model. A churn model provides a score indicating how likely a customer is to drop their wireless phone service (the dependent variable), given the current knowledge of a customer’s usage and other information from the data warehouse (the independent variables). The representation concepts from this paper are applicable to other CRM modeling problems; we simply use churn as concrete example.

In the best case for a 1-month churn model, our model would assign an output of 1 to all customers who will churn next month, and 0 to all other customers. Such a model would be perfect, not to mention extremely valuable to the business. Of course, perfection is not achievable. At the other end of the spectrum, a model that simply assigned 0.03 to all customers, or assigned a random number between 0 and 1 to all customers, would be worthless.

Small improvements in the quality of a model’s predictions can result in dramatic savings. For instance, a long-running churn reduction campaign of free offers and other incentives targeted to reach at least 25% of likely churners each month can cost millions of dollars annually. If a typical churn model enables the campaign to reach 25% of the churners by contacting 7% of the customer base each month, but a better model achieves the same effect by contacting 6% of the customer base each month, then the better model may result in millions of dollars of savings over the life of the campaign. Conversely, if the size of a proactive marketing campaign is fixed (which is often the case), then a better churn model will result in a higher take rate and a more satisfied customer base for the same cost. The lesson is this: for CRM models used to drive large-scale marketing campaigns, it is always worthwhile to apply extra effort toward generating better models.

To develop better models, there are three things we can do. In order of effectiveness, they are (1) get access to more and different types of customer data (more features), (2) apply better data representations, and (3) choose a different, often more advanced modeling algorithm. Fortunately, all three approaches are complimentary, and all should be applied to develop the best model.

Often the set of data is limited to that available in the data warehouse, and is not under our control. The algorithms available are generally those supported by the modeling tools in use by the CRM team. That leaves data representation, the topic of this paper, as the primary place where we can impact the quality of our models.

Data representation is the manipulation and transformation of features to generate new features. The transformed features are then used to construct our model, rather than (or in addition to) the raw features from the data warehouse. The goal is to choose representations that increase the accuracy of a model. Effective representations are a function of (a) the nature of the data itself, (b) the modeling algorithm in use, and (c) the real-world relationship between the raw features being transformed and the modeled customer behavior.

As we shall see, there are generally three types of features to represent: numeric, categorical and text features.

Numeric features are those which vary continuously or in specific increments, and in which differences in magnitude are significant. Examples of numeric features include: the dollar amount of a customer’s bill last month, service usage, and the number of days since their activation date. Typical modeling algorithms consume numeric data directly, but even here selecting better data representations can result in substantial model improvements.

Categorical features are those with a specific set of labeled values, in which there is no natural ordering along a single dimension. For example, an occupational or business code, or a gender flag, are categorical features. Typically, we will transform a single categorical feature into multiple numeric features for the modeling algorithm.

Text features are those containing free-form text. In most cases, this will be the transcript or notes from a dialog with the customer, such as the notes taken by a call center service representative during a phone call with the customer. To present textual features to the modeling engine, we will transform them into numeric or categorical features.

2. Matching Representations to Modeling Algorithms

Advanced models, including neural networks and decision trees, are capable of detecting second and higher order relationships among dependent and independent variables. Neural networks do this through the use of hidden units; decision trees through the use of different branching criteria at different nodes in the tree.

In this respect, a model such as a neural network is in fact acting as a feature detector, identifying new representations of the raw features that will aid in building the best model. What makes neural networks so generally useful is that they can automatically find some appropriate feature representations. Conversely, if we can specify some of these representations by hand, we can make the learning problem easier, and consequently, we can achieve higher prediction accuracy given finite amounts of data.

Some representations are easy for a particular model to capture, while others are difficult. A neural network has a particularly difficult time determining multiplicative relationships among variables such as A×B, whereas this is trivial for a linear regression with second-order terms. On the other hand, a neural network is very good at modeling a threshold, such as a jump in churn likelihood when A+B>C, though this relationship is difficult for a standard decision tree to model.

In general, if a relationship is easy for a particular model to detect, it need not be provided as a separate feature to the model. In other words, the choice of which features to represent to a model should be guided by not just knowledge about what features are likely to be relevant to a problem, but also what features the model is not likely to derive on its own. This requires an understanding of the details of the particular modeling algorithms in use.

3. Representing Numeric Features

The variety of representations that can be applied to numeric features is limitless. Our effort must be to identify useful representations from the space of all possible representations. Any mathematical function, such as a logarithm, exponent, or cosine of a feature, or a product or ratio of two or more features, can be considered as a possible representation. In this section, we will identify four considerations to apply when looking for good numerical representations.

First, representations that seem important to the domain, but are difficult for modeling algorithms to identify directly are prime candidates for inclusion. Products and ratios are examples of this. Suppose that we have identified the average per-minute usage cost for a wireless phone subscriber is an important indicator of the customer’s satisfaction. Given only the previous month’s bill and usage minutes, most (but not all) modeling algorithms would have a difficult time identifying that ratio as significant; for a simple linear model, it would be hopeless. If, though, we artificially create a feature representing (last month’s bill)÷(last month’s usage), it becomes straightforward for even the simplest of modeling algorithms to benefit from this relationship.

Second, for a feature that identifies characteristics of a customer that, in conjunction with other features, might be significant to the model, we can evaluate decomposing the feature into multiple features representing significant points in the feature’s range. For example, if a low-value wireless customer is one that uses his or her phone 60 minutes or less a month, a medium value customer uses around 300 minutes, and a high value customer close to 1000 minutes, and it is known that each type of customer (low-, medium-, and high-value) behaves differently, then we might try decomposing the usage feature into three features whose numeric values are given by the formulas  |usage–60|, |usage–300|, and |usage–1000|. This allows the model to compare each customer to the typical low-, medium-, and high-value customer, which may provide substantial extra information to the algorithm building the model.

Third, it is important to evaluate the inclusion of both raw and transformed features. If the model already contains the natural logarithm of last month’s bill, then the raw value of last month’s bill does not add new information to the model, but may still be helpful in building a better model. The details depend on the domain and algorithm; in general it is better to try both and see which is best. Redundant representations can be better than either alone.

Finally, generate numerous graphs. Histograms of each independent variable vs. the probability of each dependent variable are particularly useful (e.g. a histogram of the bill amount vs. churn probability). A visual inspection of graphs will tend to suggest good representations.

4. Representing Categorical Features

When representing categorical features, the key consideration is the degree of similarity, if any, between adjacent values.

The worst possible representation for most categorical features is as a single numeric feature, with arbitrary assignment of values to tags. For instance, if we are representing the categorical value C from the six alternatives A-F, then simply passing 3 (the index of C) to a model is almost guaranteed to be a poor representation; most models will assume that C (=3) is a lot like D (=4) but not much like F (=6), which is almost certainly a bad assumption.

The most common alternative, which assumes no similarity between values, is to convert the categorical value into n values, where n is the number of elements in the range. The representation simply turns “on” (assigns the value 1) the feature matching the category. This representation is ideal if the numbers are truly labels of independent real-world categories. Continuing with our example, we would represent C in the set {A, B, C, D, E, F} as a vector of 6 values (0, 0, 1, 0, 0, 0) to the model.

To aid in visualizing these representations, we can use diagrams such as the one below, showing both of the alternatives presented so far. In these pictures, each circle represents a feature, and the value of each feature for the model is represented as a level of dark fill in the circle.
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A third possibility for representing categorical information is to partially fill other categories based on “similarity”. For instance, it may be that C is somewhat similar to B and D, but not to other categories. A possible representation is shown below; the feature vector would be (0, 0.5, 1, 0.5, 0, 0). A calendar of months is a likely candidate for this type of representation. For periodic information such as months or seasons, the representation would “wrap around” to make January similar to December and vice-versa.



If a categorical feature is itself a combination of other categories, representing the underlying categories can be beneficial. For instance, 3 could be composed into a “medium, odd” number in the 1-6 range, if it happened that evenness/oddness was an important consideration.



Another approach is to encode the categorical data as a binary number (011), and use 3 features to represent the “bits” of the number. While this saves on features, it is generally not as effective a form of representation, since it implies that numbers with similar binary representations are similar in the model. For instance, 2 (010) would appear to the model to be more like 3 (011) than 5 (101), since 2 and 3 are similar in more bit positions. This is rarely true for categorical information.




Categorical information can often be used to index another value. Postal codes are a good example; it is generally possible to use a postal code to look up other information, such as the average network quality of a wireless phone network within a given postal code. In this way, categorical information can be used to map to relevant features not otherwise accessible to the model.

Finally, categorical information can be used to select different models. For instance, if we determine that the behavior of men and women is substantially different for some CRM model, we can build completely distinct models for men and women. In this case, the feature is selecting between models rather than being used by a single model, but the effect is similar.

It is worth noting that this last approach is in fact segmentation; i.e. the segmenting of the customer base using one or more features, and having distinct models for each segment. From this perspective, segmentation is just another form of data representation, and should be evaluated as such against other approaches to representation. As with all representation choices, there are tradeoffs between different approaches, and no approach is guaranteed to work every time. The decision to segment the data reduces the information available to any given model, which can have the effect of reducing overall model accuracy.

5. Representing Text Features

Representing text features is difficult. There is less tool support, and there will need to be more manual effort up-front, than with other types of features. That said, text data has the potential to provide a modeling boost if the text in question is rich in information.

What we will not do is try to parse (i.e. fully understand) blocks of text. Most text processing techniques start from the assumption that a block of text is a bag of words, i.e. a counted set of words appearing in the text, and their frequency of appearance.

At its simplest, we might simply look for common words as features. For example, we might look at all of the customer support phone call notes in the data warehouse, count the most common 50 words excluding filler words such as “the,” “and,” “it,” etc. Then we can represent the count of these 50 words in the text of the customer’s interaction as features.

While this approach is easy to set up, it fails to capture informative but less common words, and tends to require a lot of features. Another approach, based on techniques used in Internet search engines, is to treat the bag-of-words as a vector across all words of interest (potentially thousands), and to compute the dot-product of the vector representation of a block of text with one or more blocks of text representing queries, also reduced to a vector over the same words. We can thus determine the similarity between two blocks of text, and therefore derive a numerical estimate of the semantics of the text. This dot product can be given directly to the model as a feature.

There are other, more complex means of evaluating text, that are beyond the scope of this paper. One, Latent Semantic Analysis, is referenced below, and has seen some success in partially automating the grading of essays.

6. Domain Knowledge

Data representations are a means of encoding domain knowledge into a model. For instance, neural networks are often viewed as a “black box” that derives the details of the model independent of any human expert. Yet it has been shown that a neural network’s efficiency in a churn model can be nearly doubled through sophisticated applications of domain knowledge through representations.

To embody domain knowledge in the model, we capture known significant relationships in the specific representations. For example, the ratio of a month’s bill to minutes of usage, discussed earlier, is a piece of domain knowledge encapsulated as a feature representation. This kind of relationship is difficult to capture through an automated process, but easy to pick up in a hallway conversation with a domain expert.

Bridging the gap between expert knowledge and mathematical feature representations can be difficult, particularly as the most useful expert knowledge is often possessed by those least involved in the statistical modeling of data. Facilitated feature discovery meetings, on-line discussion groups, empirical marketing studies, and similar approaches should all be considered when gathering domain knowledge to drive feature representation. 

The ROC curve at right illustrates the benefits of representing domain knowledge through sophisticated representations. The naïve models are those built with only those representations required to bring the raw features into a numerical format. The sophisticated models are those based on extensive representations using domain knowledge. Note that the false positive rate (equal to 100% minus the rejection rate) has been halved across much of the curve. As false positives drive the cost of most churn marketing campaigns, this can result in a dramatic savings.

Fundamentally, it is the application of domain knowledge through feature representation that makes the difference between good modeling and simply throwing a tool at a lot of data.

7. Selecting Among Representations

In some cases, it may be possible and worthwhile to build automated mechanisms to search through alternative representations. This is particularly true for standard techniques such as choosing whether or not to include raw features along with transformed features, or segmenting into different models vs. using a categorical representation.

It is not generally feasible to simply try all feature transformations as features into a single model. A model’s complexity goes up with the number of features available to the model, and this not only takes more time to build and process the model, but also increases the risk of overfitting the model to the training data. Overfitting refers to the situations where a complex model becomes so finely tuned to quirks in the training data that it performs poorly on test data. The process of reducing the number of features is known as feature selection, an important related topic to data representation. See the references for a more detailed discussion of feature selection.

Since the choice of representation for any single feature is likely to have a small effect overall, it can be difficult to determine the validity of any given representation choice. The importance of doing statistically valid comparisons between different approaches cannot be stressed too highly.

8. Conclusion

Data representations are a means of transforming features to generate new features that improve CRM model accuracy. The possible representations that can be applied to features are limitless. The key to deriving good representations is the careful application of domain knowledge, an understanding of the strengths and weaknesses of the underlying modeling algorithms, and the careful evaluation of alternative representations in a statistically meaningful way.

The reward for good feature selection is a dramatic improvement in model accuracy, and a corresponding increase in the value delivered by the CRM modeling effort itself.
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